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1 
Introduction

In the past, when web traffic consisted mainly of HTML and graphics files, a simple web server and a fast Internet connection was sufficient to provide an acceptable level of service to the vast majority of Internet users.

Those days are well and truly behind us.  With the ever increasing proportion of business related Internet use, the old adage ‘Time is Money’ can be applied to Web server configuration, where ‘Performance = Time’ (Haggard, 1998).

A number of factors affect web server performance – some obvious, and some comparatively obscure.  However, with a combination of technology and a measure of planning and foresight, considerable gains can be realised in levels of web server performance and, therefore, effectiveness (Tulloch, Santry,  2000).

2 Technology

While the following categories carry examples, there is a degree of overlap between many of them.  One example of this, ‘Firewall,’ has been used as an example of a ‘Software Application,’ where it could quite easily have also been included within ‘Network Architecture’ or possibly even ‘Hardware’ as well.

2.1 Hardware

For many, the most obvious place to look for opportunities to improve performance is amongst the system’s hardware.  Indeed, the rate of hardware development in recent years almost seems to render computer equipment obsolete by the time it hits the marketplace.

Processor load, memory usage and resource consumption (e.g. hard drive space/speed) are key areas where hardware specifications directly affect server performance.   It must be noted, however, that these three areas are interdependent, and that upgrading only one will likely fail to result in noticeable performance gains.  “Tuning your server is a collective effort of concentrating on all three points to create a healthy balance”, and the implementation of a well thought out hardware upgrade can potentially return synergetic results (Howell, Forta, 1998).

2.2 Network Architecture

A well designed network can do much to maximise efficiency in network traffic.  Providing bandwidth where its needed, reducing network capacity in little used areas, and minimising bottlenecks all have the potential to boost performance in problem areas, often at little or no extra cost (Cisco, 2000).

Localisation of network traffic patterns, for example, can vastly improve network performance.  This technique separates a network into subnets, each of which provides the most heavily demanded services locally (e.g. file or print servers).  This allows service requests to be contained within a relatively small network, reducing bandwidth usage over the network as a whole and degrading overall performance. (Cisco, 2000)

2.3 Software Applications

Software is what makes the network run, and allows the network administrator to monitor the network’s performance (Tulloch, Santry, 2000).  However, ‘if some is good, more is not always better.’  Running software which is of little or no benefit to the server’s operation is a fine way of restricting the performance potential of legitimate applications and services (Haggard, 1998).

While necessary and useful network administration tools such as monitoring and logging software (e.g. Microsoft’s Network Monitor or Web Capacity Analysis Tool (WCAT)) are an essential part of a Network Administrator’s toolkit, overuse of them could potentially be a waste of valuable processor time and storage space, especially in low-specification systems (Wolters, 1996).  This is not to say that such applications should not be used – a healthy system should provide capacity to allow for monitoring tools.  Indeed, servers such as Microsoft IIS 5.0 provides monitoring software which demands little overhead in return for useful network feedback (Tulloch, Santry, 2000).  The issue is more a matter of identifying precisely what information is required for the specific network, and not worrying about what is irrelevant (Lewis, 1999)

By providing unnecessary applications and services, server performance can be drastically degraded.  Identifying required applications which are particularly resource-intensive and moving them to another server (e.g. File and Print services, Microsoft Exchange Server) could also help alleviate resource demand on an Internet Information server system (Tulloch, Santry, 2000).  

A similar practice is that of ‘load balancing,’ where a number of different servers, all providing much the same services, are implemented in parallel.  This allows the network traffic to be shared and response times to be improved.  Also known as ‘Scaling Out,’ this is especially useful in relatively large networks (Schulze, 2000a)

Security applications such as firewalls, packet sniffers and the like, should be evaluated in terms of server overhead and network bottlenecks.  Firewalls, in particular, are designed to restrict access to certain network areas, and when properly configured may be effectually invisible to authorised users.  However, a firewall which is not set up well can be more of a hindrance than a help, impeding network traffic (Schulze, 2000b).

Server-side processes such as Common gateway Interface (CGI) programs also may affect server performance.  Careful monitoring of the resource overhead of such scripts is an important way of identifying potential problems (Howell, Forta, 1998).  As a general rule of thumb, minimisation of dynamic content and the off-line generation of data often may make up in performance what it loses in currency (Killelea, 2000).

2.4 Configuration

Limiting bandwidth and connections to the server is another area in which performance may be managed.  Considering that most unchecked connections will endeavour to hog all the bandwidth that is available, you could end up with one service running like a dream, at the expense of all other connections.  Similarly, by restricting the number of connections to the server, limited bandwidth can be divided amongst the maximum number of users to provide an acceptable minimum level of service (Howell, Forta, 1998).

Different services require different resources – for example an FTP service uses less memory overhead than does an HTTP service.  Carefully considering what services are required can help identify ways to improve server performance (Howell, Forta, 1998).

3 Planning and Monitoring

Identifying the primary purposes of the server and the intended audience allows for a prioritised configuration.  A server configured, for example, to provide quick access to simple HTML/graphics sites to as many people as possible would be set up differently to a server designed to provide secure access to a dynamic database to a number of subnetworks (Wolters, 1996).

The identification of which services and applications are appropriate to the network’s priorities allows for avoidance of many of the problems mentioned above.

One chief concern in the planning area, is how the ‘successful’ configuration of the server will be defined – whether it be related to cost, the potential number of users, security parameters, response times, functionality, resource consumption, or most likely a combination of these and many others (Wolters, 1996).   

Security is another concern for the Network Administrator – while the usual concerns such as integrity and security of data should be part of the network’s design, performance directly affecting server performance should also be considered.  Denial of Service attacks represent a prime example of this.  A malicious attack of this type against a server may potentially render it useless to legitimate users by flooding the it with data packets (Ford, Baum, 1997).  While difficult to guard against (after all, a web site wants a lot of ‘hits’), often the only way to know if an attack is happening is through the monitoring of network traffic (Kuchling, 2000).

Once the network has been implemented, and the users are happily pointing and clicking, how is it determined whether or not the original plan accurately reflects the reality?  Continuous monitoring is an essential part of maintaining a server as well as providing the quality of service demanded by users (many of whom are also customers) in the E-commerce world (Lewis, 1999).

4 Conclusion  

Server performance tuning is not a simple matter – it includes factors spanning many different areas ranging from tangible hardware specifications, through to conceptual areas such as the very definition of ‘Success’ in terms of server performance.

There is no ‘Silver Bullet’ or ‘Killer App’ guaranteeing network performance.  The vast number of variables within areas such as user requirements, network traffic, security requirements and budgetary constraints all contribute to make this area a complex one.  Not only that, but once the server and network has been implemented, continuous monitoring is an essential part of ensuring that the setup: a) provides the required service, and b) detects and quantifies changes in the requirements.
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